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Abstract
This study investigates how explicit
authorship labels — particularly those
involving artificial intelligence (AI) —
affect readers’ comprehension, trust, and
intention to use scientific information. In
a between-subjects online experiment
(N = 183), university students read the
same Al-generated science text about
superconductors, with one of three
authorship cues: (1) no label (control),
(2) “Al-generated,” or (3) “Al-generated,
human-edited.” All participants complet-
ed a five-item multiple-choice compre-
hension quiz (MCQ), a semantic differen-
tial scale assessing trust, and a self-report
measure of behavioral intention to use or
share the text. Results showed no statisti-
cally significant differences in compre-
hension scores across conditions, confirm-
ing that the inclusion of authorship labels
did not impact factual understanding.
However, the “Al-generated” label sharply

Pesiome
WccnepoBanne paccMaTpuBaeT BJUSHUE SBHbBIX
yKasaHWil aBTOPCTBA, OCOOEHHO CBSI3aHHBIX C
uckyccTBeHHbIM nHTesiekToM (M), Ha nonnma-
HUe, J0BepHe U TOTOBHOCTb HCIIOJIb30BATD
HayuHyto nHdopmanuio. B onmaiiH-akcriepuMeH-
Te ¢ HE3aBHCUMBIMU BBHIOOPKAMU CTYIEHTBI T1PO-
YUTAJIM OJIMH U TOT K€ HAYYHO-IOIYJISPHBIi
TEKCT 00 OTKPBITUSIX B 0OJIACTH CBEPXIIPOBOAUMO-
CTH, CT€HEPUPOBAHHBIN S3BIKOBOH MOJIEJbIO.
Manumysngiuein ciaykuaa MapKUPOBKa, MPeEIb-
siBJieHHas 11ocJie Tekera: (1) 6e3 ykasaHust aBTOp-
ctBa (KOHTPOJIB), (2) «co3nano N> u (3) «cos-
nano VU, orpenaktupoBano yesnoBekoms. [locie
YTEHUS] YYACTHUKH MPOXOJMJIN TECT HA TIOHUMA-
HUE U3 [ATH 33J@HUil ¢ MHOXKECTBEHHBIM BbIGO-
pom (MCQ), BBIIIOJIHSAIN TECTUPOBAHKE 110 METO-
1y ceMaHTu4Yeckoro auddepeHimana 1 oleHnBa-
JIM HaMepeHue HCIOJIb30BaTh WJIM PACIPOCTPa-
HATh MaTtepuas. Pe3ysbraTel Mokasaaum OTCYT-
CTBHME 3HAYUMBIX Pa3Jn4Yuil B (haKTUUYECKOM
MOHUMAHUU MEXK/y BCEMU TPEMS IPYIIIAMHU, 4TO
HOATBEPIKIAET: ToMeTKa 00 aBTOPCTBE caMa 10
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reduced both trust and intended use com-
pared to the control group (Hedges' g >
1.1), indicating an aversion effect.
Importantly, appending the phrase
“human-edited” to the Al label eliminated
this trust penalty: responses in the
“Al+Human” condition were statistically
indistinguishable from the control group.
These findings align with prior cognitive
and communication research, which sug-
gests that while source cues rarely alter
comprehension, they substantially influ-
ence user trust and perceived credibility.
The study highlights the importance of
carefully framing Al involvement in edu-
cational or scientific content. It suggests
that emphasizing human oversight —
through transparent labeling — can miti-
gate skepticism and foster appropriate
trust, even when the content is Al-gener-
ated. Implications for ethical Al disclosure
policies in higher education are discussed.
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hension, trust, behavioral intention, higher
education, science communication.
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cebe He BJUSIET HA KOTHUTUBHOE YCBOEHUE
nndopmanuu. Oanako dpasza «cozpano NUN»
CYIIECTBEHHO CHU3NJIA JIOBEPUE K TEKCTY U HaMe-
penue ero wucnoabsosarh (Hedges' g > 1.1).
Bakno, 4ro j00aBjieHnE TOMETKH «OTPEIaKTh-
POBAHO YeJIOBEKOM» TTOJIHOCTBIO HUBEJIUPOBAIIO
HeraTuBHbI 9(deKT: mokazarensu A0BEPUs U
FOTOBHOCTH K UCITOJIb30BAHUIO CTATUCTUYECKU He
OTJINYATIUCH OT KOHTPOJILHOI TPYIIIIBI, TJie aBTOP-
CTBO He yKasbiBajoch. [losyuenmbie pamHmbie
COTJIACYIOTCSI C BBIBOJIAMHU TIPEBIAYIIIX PaboT B
006J1aCTH KOTHUTUBHOI [ICUXOJIOTUH U KOMMYHU-
KaTUBHUCTUKM: yKa3aHue MCTOYHUKA MHbOpMa-
I[UM PEJIKO BJIMSIET HA MOHUMAHIE, HO OKAa3bIBAET
3HAYNMOE BO3JIEiiCTBIE HA BOCIPUSITHE IOCTO-
BepHoctu Tekcta. CoefoBaTesbuo, Mpo3pavuHoe
0603HAYEHME YIACTHSI YeJIOBEKA-OKCIIEPTA B MOJI-
rotoBke VVI-KoHTeHTA SIBJISIETCS HE TOJBKO ITH-
YeCcKoil HOPMOH, HO 1 3P HEKTUBHBIM CIIOCOOOM
COXpaHeHus ¥ TOJJIEPKAHUS JOBEPUST AyANTO-
pun K 00pa3oBaTeNbHbIM U HAYYHBIM MaTepua-
JlaM B a1oxy renepatusnoro M.
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Generative Al now produces fluent scientific prose, raising the question of how
authorship cues shape readers’ understanding and trust. Prior work shows that
content labeled as machine-produced is often viewed more skeptically than identi-
cal human-attributed text. In news, labeling headlines as “AI-generated” reduces
perceived accuracy and sharing intent (Altay & Gilardi, 2024), and readers tend to
rate human-written items as higher quality than machine-written ones (Lermann
Henestrosa & Kimmerle, 2024). Similar algorithm-aversion appears for creative
outputs (Magni et al., 2024). A philosophical critique adds that LLM text can
appear truth-apt without truth-tracking intentions, inviting baseline skepticism
toward AT authorship (Hicks et al., 2024).

By contrast, theories of text comprehension predict that understanding hinges
on content rather than source cues. Experiments by Sparks and Rapp (2011)
showed minimal effects of source credibility on online processing and comprehen-
sion unless readers were prompted to consider it, suggesting that accurate Al text
should yield comprehension comparable to human text.

We test these ideas with an Al-generated scientific passage on superconductors.
Participants were randomly assigned to one of three authorship labels appended
after the same text: Control (no label), “Al-generated,” or “AI-generated, human-
edited.” Outcomes were (1) comprehension (5-item MCQ), (2) trust via a 7-point
semantic differential adapted from validated measures (Brithlmann et al., 2017),
and (3) intended use/sharing.

Our framing draws on social attribution and trust in automation. People
anthropomorphize non-human agents and respond socially to computers (Epley et
al., 2007; Nass & Moon, 2000). Trust calibration emphasizes aligning reliance with
system capability (Lee & See, 2004), while automation bias predicts over- or
under-reliance as a function of agency and accountability cues (Parasuraman & Riley,
1997; Skitka et al., 1999). In this context, “Al-generated” may act as a skepticism cue,
whereas “AI-generated, human-edited” signals oversight and accountability.

Hypotheses:

H1: Comprehension will not differ across conditions (Control, AI, Al+Human),
consistent with Sparks & Rapp (2011).

H2: The “Al-generated” label will lower trust and intended use relative to
Control (Altay & Gilardi, 2024; Lermann Henestrosa & Kimmerle, 2024).

H3: Adding “human-edited” will restore trust and intent to levels not different
from Control by signaling human oversight.

Finally, as labeling also shapes authorship norms, we note concerns about own-
ership and disclosure (Draxler et al., 2024). Educational practice must balance
transparency with calibrated trust; Russian-language discussions similarly empha-
size coupling innovation with accountability (Vecherin & Yagolkovskiy, 2024).

Method

Participants and Design. We recruited 183 adult volunteers online (Russian-
speaking, mixed age, gender; mean age ~22) via university and social media
announcements. Participants were recruited via university mailing lists and social-
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media channels targeting students at MIPT and MSLU. Participation was volun-
tary; respondents received either course credit (where permitted) or entry into a
small lottery for vouchers. All participants gave informed consent before beginning
the survey. They were randomly assigned (approximately equal n per cell) to one
of three between-subjects conditions: Control (no authorship label), AT (“AI-gen-
erated”), or Al+Human (“Al-generated, human-edited”). The study was conducted
entirely online.

Materials

The stimulus was a brief expository passage (~280 words) about superconductiv-
ity, adapted from a publicly available science source. The text was clear and factual
but moderately technical. Critically, the core text was identical for all participants.
After the main paragraph, an authorship cue was appended: either nothing (Control),
“(This article is Al-generated.)” (Al condition), or “(This article is Al-generated,
human-edited.)” (AI+Human condition). Thus, the only difference between condi-
tions was the small final phrase. The five multiple-choice comprehension items were
presented in a randomized order for each participant to reduce order effects. We
applied minimal data quality filters: responses faster than 30 seconds for the entire
instrument were excluded as implausible. No additional attention checks were

embedded.
Measures

Comprehension: A 5-item multiple-choice quiz assessed participants’ under-
standing of the text’s content (one point per correct answer; score range 0-5).
Items covered key facts (e.g., what property defines a superconductor).

Trust: We used a semantic-differential trust scale (adapted from the TrustDiff
scale (Brithlmann et al., 2017)). Participants rated the passage on 7-point bipolar
adjective pairs (e.g., trustworthy—untrustworthy, reliable—unreliable, credible—
incredible). We averaged these to form an overall trust score (higher = more trust).

Intended Use: Participants indicated their willingness to use or share the infor-
mation (e.g., “I would use this information in my studies”), on a 7-point Likert
scale (1 = strongly disagree, 7 = strongly agree).

Internal consistency estimates were computed per group. KR-20 for the MCQ
battery was .606 (Al), .839 (Control), and .846 (AI+Human). Cronbach’s a for the
Quality/Trust composite was .90; « for the Intent composite was .82.

Procedure

After consent, participants read the assigned text on-screen (self-paced, no
skipping allowed). Then they completed the comprehension quiz. The 5 MCQ
items were presented in a randomized order for each participant. Next, they rated
trust and intent. Finally, they answered a few demographic questions and were
thanked. The entire session took ~10 minutes.
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Ethics and Data Handling

The study protocol was approved by the MIPT Psychology Ethics Committee.
All data were collected anonymously with no identifying information.

Data Analysis

We analyzed the data using Welch’s t-tests for pairwise comparisons of the three
groups (unequal variances accounted for). Hedges’ g was computed as an effect size
(using pooled SD). For comprehension, where we expected no differences, we also
applied Two One-Sided Tests (TOST) for equivalence (bounds corresponding to
Cohen’s d = £.2). Statistical tests were two-tailed with = .05.

Results
Comprehension

Mean comprehension scores were uniformly high: Control M = 4.1 (SD = 0.8),
AIM=4.0(SD =0.9), AI+Human M = 4.2 (SD = 0.7) out of 5 (see Table 1). None
of the pairwise comparisons were significant (Control vs. AL: £(115.8) = 0.56, p = .58,
g = 0.12; Control vs. AI+H: ¢(116.5) = —0.67, p = .50, g = —0.14; Al vs.
AT+H: ¢(117.2) = =50, p = .62, g = —0.11). For each pairwise comparison we report
Welch’s ¢, degrees of freedom (df), two-tailed p values, Hedges’ g (small-sample
corrected), and 95% confidence intervals (CI) for the mean difference. For TOST
equivalence tests we report 90% Clsand p_low/p_high. Independence was satisfied by
design; unequal variances were accommodated by Welch'’s test; approximate normality
of residuals was inspected via Q—Q plots and found acceptable. In addition, TOST

Table 1
Mean (SD) Comprehension, Trust, and Intent by Condition and Pairwise Comparisons
Measure Comprehension (0-3) Trust (1-7) Intended Use (1-7)
Control (No label) 4.1 (0.8) 5.6 (0.9) 5.3(1.2)
“Al-generated” 4.0 (0.9) 4.1 (1.1) 3.9 (1.3)
“AI+Human-edited” 4.2 (0.7) 5.4 (1.0) 5.1 (1.0)
t=10.56,p =58, t=28.20,p<.001, t=7.10,p<.001,
Control vs. Al g=0.12 (equiv. p < .05) g= 148 g=1.10
Control vs. t=-0.67,p=.50, t=0.32,p=.75, t=0.43,p=.67,
Al+Human g=—0.14 (equiv. p <.05) g=0.20 g=0.18
t=-0.50,p = .62, t=6.77,p < .001, t=16.31,p<.001,
Al vs. Al+Human g=—011 g=1.24 g=118




258 M.O. Matveev, E.A. Matveeva. Trust in AI-Generated Texts

equivalence tests with the prereported +0.5 raw-score bound did not establish
strict statistical equivalence for any pairwise comparison; nevertheless, the
observed effects were small. In sum, comprehension did not differ significantly by
authorship cue, supporting our hypothesis and replicating prior work that source
labels have little impact on content understanding (Sparks & Rapp, 2011).

Trust

Trust ratings showed the predicted pattern (Table 1). The Al-labeled text was rated
much less trustworthy (M = 4.1, SD = 1.1) than the control (M = 5.6, SD = 0.9). This
difference was large and significant (£(116.2) = 8.20, p < .001, Hedges’ g = 1.48).
Likewise, intended use was lower for AI (M = 3.9, SD = 1.3) versus control (M =
5.3,SD =1.2; t(116.8) = 7.10, p < .001, g = 1.10). These effects are consistent with
an Al aversion: merely labeling correct content as Al-generated greatly reduced
trust and willingness to use or share it, even though accuracy was unchanged
(Altay & Gilardi, 2024).

Crucially, adding “human-edited” reversed this drop. In the AI+Human group,
trust (M = 5.4, SD = 1.0) did not differ from control (¢(118.5) =0.32,p =.75,g = 0.20),
and intended use (M = 5.1, SD = 1.0) also matched control (£(119.0) = 0.43, p = .67,
g = 0.18). In contrast, comparisons between Al and AI+Human were significant
(Trust: 4(117.3) = 6.77, p < .001, g = 1.24; Intent: £(117.7) = 6.31, p < .001, g = 1.18).
In other words, the “Al-generated” label alone caused a large trust penalty, but
explicitly noting “human-edited” brought trust and intent back to baseline.

Descriptive statistics for each experimental group are presented in Table 1.
Overall, mean comprehension scores were high across conditions; perceived quali-
ty/trust and intended use show larger between-group variation.

As shown in Table 2, none of the pairwise comparisons yielded statistically sig-
nificant differences in comprehension scores; effect sizes were small (|g] < 0.20).
These results indicate that authorship labeling did not materially affect factual
understanding of the stimulus text.

To formally evaluate whether comprehension scores were practically equivalent
across conditions, we applied two one-sided tests (TOST) with equivalence bounds
of £0.5 raw score points (see Lakens, 2017). Table 3 reports 90% confidence inter-
vals and the TOST p-values (p_low and p_high) for each pairwise comparison.

Table 2
Pairwise Comparisons (Welch’s ¢, 95% CI, Hedges’ g)
°
Comparison (meall\:[diff) 91’505, ISII ¢ df (two-It,ailed) Hedges’ g
AT — Control —0.159 |[—0.586,0.268]| —.737 | 137.0 462 —0.12
Al+Human — Control| —0.285 |[—0.824, 0.253]| —1.046 | 145.0 297 -0.17
Al+Human — Al —0.126 |[—0.622,0.371]| —0.504 | 127.1 615 —0.08




M.O. Mamsees, E.A. Mameseesa. /losepue x nayuroin mekcmanm, ceenepuposannoin M 259

TOST Equivalence Testing for Comprehension (Bounds +0.5 Raw) e
Comparison quui(\iIalence 90% CIfor M | p_low | p_high Equivalence
ounds (raw) declared?
AT — Control +.5 [—.517,.199] 059 .001 No
Al+Human — Control +5 [—.740, .170] 216 .002 No
AT+Human — Al +5 [—.540, .288] .069 .010 No

TOST results (Table 3) indicate that strict statistical equivalence at the 0.5
bound was not established for any pairwise comparison, largely due to the lower
bound p-values exceeding .05 in each case. Nevertheless, the observed effect sizes
are small and the 90% confidence intervals are close to the equivalence region, sug-
gesting that any practical learning cost of labeling is negligible.

For each pairwise comparison we report Welch’s ¢, Hedges’ g, and 95% confi-
dence intervals (CI) for the mean difference; for TOST we additionally report 90%
CIs (per equivalence-testing conventions). Assumptions: independence by design;
unequal variances handled by Welch’s test; approximate normality inspected via
0Q-Q plots of residuals.

Discussion

This experiment demonstrates a clear dissociation: authorship labels affected
trust and behavioral intentions but not comprehension. The lack of any compre-
hension gap, despite the varied labels, suggests that participants absorbed the sci-
entific facts equally well in all conditions. This aligns with previous cognitive find-
ings that readers often disregard source credibility when simply trying to under-
stand a text (Sparks & Rapp, 2011). In practical terms, labeling a factual text as
Al-generated did not impair people’s ability to learn or recall its content.

In contrast, the authorship cues strongly influenced subjective trust and intent.
Labeling the passage “Al-generated” halved the average trust rating (on a 1-7
scale) and similarly depressed willingness to use the information. These results
replicate and extend the “Al label aversion” reported by Altay and Gilardi (2024)
for news headlines, showing it also applies in educational /scientific contexts. The
semantic differential scale we used is conceptually similar to established trust
measures for online content (Brithlmann et al., 2017). The extremely large effect
sizes (g > 1.1) indicate that even benign Al-generated content suffers a credibility
hit. One interpretation is that participants assumed the AI wrote the text without
human oversight, perhaps expecting errors or exaggerations.

Importantly, the negative effect was fully counteracted by adding “human-edit-
ed.” The AI+Human label produced trust and intent ratings statistically indistin-
guishable from control. This suggests that highlighting human involvement in Al-
generated content restores confidence. In real-world terms, when educators or pub-
lishers disclose that an AI draft was reviewed or improved by a person, audiences
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may perceive the content as nearly as credible as a standard human-authored text.
Analogous effects have been observed when news media add human-byline or edit-
ing statements: people rate such content more favorably (Altay & Gilardi, 2024).
Our findings imply that simple transparency about human editing can calibrate
expectations appropriately.

This has practical implications for Al in education. Institutions often grapple
with whether and how to label Al-generated teaching materials. If AT authorship is
always disclosed, purely Al-produced materials might be viewed skeptically.
However, indicating that experts vetted or edited the content can maintain trust.
This resonates with broader adoption research: Peri¢ et al. (2025) reported that
trust predicts intention to use generative Al tools in education. By analogy, our
results suggest that trust in Al content as delivered will be critical for its acceptance.
Ensuring transparency (e.g., “human-edited AI content”) may foster appropriate
trust, preventing unwarranted skepticism or overconfidence (Peri¢ et al., 2025).

This experiment demonstrates a clear dissociation: authorship labels affected
trust and behavioral intentions but not comprehension. H1 was supported: com-
prehension did not differ across conditions (Control, AI, Al+Human). H2 was sup-
ported: the “AI-generated” label significantly lowered trust and intent relative to
Control (g large). H3 was supported: the “AI+Human” condition did not differ
from Control on trust or intent, indicating restoration of perceived credibility.

Our results align with policy arguments that transparent disclosure must be
paired with clear human accountability to sustain trust in Al-assisted scientific
communication (Gautam, 2025). In educational settings, this implies that labels
should explicitly indicate expert oversight rather than automation alone.

Relatedly, the finding echoes general patterns linking technology use and trust. For
example, Dubrov (2023) found that higher involvement with digital technologies was
associated with lower interpersonal trust in families (Ibid.). Although our study
did not measure interpersonal trust, the overall negative reaction to raw Al con-
tent may reflect a broader tendency to distrust automated systems unless human
agency is apparent. Taken together with evidence on algorithm aversion and
authorship norms (Magni et al., 2024; Draxler et al., 2024), our data suggest that
framing AI involvement through human oversight is critical for preserving trust
without affecting comprehension.

Limitations and Future Research

This study has several concrete limitations that constrain generalizability and
point to methodological improvements for follow-up work.

First, we tested a single, short, moderately technical stimulus (a text about
superconductors) and collected immediate post-test judgments. The 5-item MCQ
produced high mean scores (ceiling tendency), which reduces sensitivity to small
between-group differences. Future studies should include multiple texts across
domains (e.g., humanities, social sciences, applied topics), and increase the number,
difficulty, and breadth of items (e.g., add inference and application items) to avoid
ceiling effects.
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Second, the sample was predominantly Russian undergraduate students (mean
age ~22) recruited via university channels. Cultural and generational attitudes
toward Al may moderate responses; therefore, replication across age cohorts, insti-
tutions, and countries is required before general claims can be made. We recom-
mend stratified sampling (by age, discipline, and prior Al exposure) or multi-site
designs to test moderation explicitly.

Third, procedural controls can be strengthened. Specifically: (a) randomize
MCQ item order for each participant; (b) include brief attention checks and mini-
mum completion-time thresholds; (c¢) report and, where appropriate, exclude
implausibly fast completions; and (d) provide full reliability reporting for each
group (we reported KR-20 for the MCQ and Cronbach’s for composites — future
reports should include confidence intervals for these estimates).

Fourth, outcomes were limited to immediate comprehension, self-reported
trust, and intent. Future work should add objective behavioral measures (e.g.,
actual sharing behavior in an experimental platform), delayed retention tests (e.g.,
quiz after 1 week), and qualitative probes (open responses or interviews) to uncov-
er why readers distrust Al-labeled text. Measuring individual differences (AI
familiarity, technical literacy, epistemic beliefs) will allow testing of moderators.

Finally, for stronger inferential claims about equivalence of comprehension, we
recommend a priori specification of smallest-effect-of-interest and preregistered
equivalence bounds, accompanied by formal power analyses. Where possible, use
larger samples (or within-subject designs) to increase power to detect or rule out
small effects. Given the themes of the present grant, complementary neurophysio-
logical measures (e.g., pupilometry, heart-rate variability, or EEG markers of cog-
nitive load) could be incorporated to test whether labels change cognitive effort or
stress during reading.

Implementing these specific changes will improve sensitivity, causal inference,
and external validity, and will clarify whether the trust penalties documented here
are universal or contingent on content, culture, or individual differences.

Conclusion

In sum, this controlled experiment showed that disclosing Al authorship of an
informational text has no impact on comprehension but significantly undermines
trust and intended use, consistent with recent findings in the media domain.
Crucially, mentioning “human editing” alongside the AT label neutralized this trust
penalty. These results suggest that when implementing Al in educational content,
clarity about human oversight can preserve trust and engagement without sacrific-
ing transparency. Educators and publishers should note that the simple label “AI-
generated” may inadvertently lower students’ confidence in material, whereas cou-
pling it with human involvement reassures readers.
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